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Chapter 3

Regression

These notes are based on a course I teach using Davidson and

MacKinnon (2004) Econometric Theory and Methods (ETM).

Any similarity of the content here to ETM is purely intentional.

It is an excellent text.

3.1 Influential Observations and Leverage

This section discusses a diagnostic tool that can be used to de-

termine whether particular observations in your data are likely

to exert significant influence over the estimation of the model’s

slopes. The statistic developed depends on two things: an ob-

servation’s leverage–how distant it is from the average values of

the independent variables–and how far the measured value of
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the dependent variable is from the estimated conditional mean.

In a simple regression, a high leverage point is distant from

x̄–this is shown in the figure below. It has the potential to be

influential if it is also distant from the regression line compared

to similar points. An influential point exerts a relatively large

influence on the intercept and slope of the regression. See the

Figure 3.1:

In this section, we will derive a useful diagnostic for detecting

the presence of influential observations. The statistic compares

the slope of two regressions. One that uses all of the observations

and another that omits one observation. If the slope changes

substantially when an observation is excluded then we conclude

that the observation in question is influential. The statistic also

illustrates the role that leverage plays in the analysis.

y˜ = Xβ˜ + u˜ (3.1)

Equation 3.1 is the model. When estimated using all observa-

tions, the least squares estimator is b˜. When estimated using

least squares with the tth observation omitted from the sample

you get b˜t.
A trick that can be used to drop the tth observation is to

create an n × 1 zero vector and place a ‘1’ in the tth row. We
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Figure 3.1: High leverage points are distant from x̄. Influential points will

alter the slope and intercept more than inconsequential ones. To be influ-

ential, a high leverage point should have a large residual when compared to

the regression line computed without its use in the sample.
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call this vector e˜t.

e˜t =



0

0
...

0

1

0
...

0


where the 1 is in row t.

Now the model can be written;

y˜ = Xβ˜ + αe˜t + u˜ (3.2)

Including e˜t in the model removes the effect of observation t on

the OLS estimator of β˜ in equation 3.2. So, OLS of β˜ produces

b˜t.
Now, remove e˜t from the model using the FWL result, letting

the residual maker Mt = In − e˜t(e˜>t e˜t)−1e˜>t .

Mty˜ = MtXβ˜ + αMte˜t +Mtu˜
= MtXβ˜ + α0˜+Mtu˜

Note, e˜>t e˜t = 1 and e˜t(e˜>t e˜t)−1e˜>t is a matrix of zeros that has
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a ‘1’ in the tth diagonal element. So, if n = 4 and t = 3

M3y˜ =


y1

y2

y3

y4

−


0 0 0 0

0 0 0 0

0 0 1 0

0 0 0 0



y1

y2

y3

y4

 =


y1 − 0

y2 − 0

y3 − y3
y4 − 0

 =


y1

y2

0

y4


Mt does the same with X: The tth row becomes zero.

Let Z be the (n×k+1) matrix that consists of X and e˜t and

define the orthogonal projections.

Z = [X
...e˜t] (3.3)

PZ = Z(Z>Z)−1Z> (3.4)

MZ = In − PZ (3.5)

Take the orthogonal decomposition of y in equation 3.2,

y˜ = PZy˜+MZy˜ = Xb˜t + α̂e˜t +MZy˜
Premultiply by PX

PXy˜ = PXXb˜t + α̂PXe˜t + PXMZy˜ (3.6)

= Xb˜t + α̂PXe˜t + 0˜ (3.7)

= Xb˜t + α̂PXe˜t (3.8)

Note, the last term is equal zero since Z includes all of X, so

everything in X is orthogonal to Z; therefore PXMZ = 0.
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Using all the observations

PXy˜ = Xb˜
and setting this equal to the results from equation (3.8)

Xb˜= PXXb˜t + α̂PXe˜t (3.9)

Xb˜= Xb˜t + α̂PXe˜t (3.10)

X(b˜− b˜t) = α̂PXe˜t (3.11)

Now find α̂. Using the FWL again, remove X from the model.

MXy˜ = MXXβ˜ + αMXe˜t +MXu˜
MXy˜ = αMXe˜t +MXu˜

Now estimate α using OLS.

α̂ = (e˜>tM>
XMXe˜t)−1e˜>tM>

XMXy˜
and

α̂ =
e˜>tMXy˜
e˜>tMXe˜t =

e˜>t û˜
e˜>tMXe˜t =

ût

e˜>tMXe˜t
e˜>tMXe˜t picks off the tth diagonal element of the residual maker

matrix, MX . Define, ht to be the tth diagonal element of the ‘hat’

matrix PX = X(X>X)−1X> and e˜>tMXe˜t = e˜>t (In − PX)e˜t =

1− ht. Thus, omitting observation t produces an estimate for α

α̂ =
ût

1− ht
(3.12)
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From equation (3.11)

X(b˜− b˜t) =
ût

1− ht
X(X>X)−1X>e˜t

Pre-multiply by (X>X)−1X>

(X>X)−1X>X(b˜− b˜t) =
ût

1− ht
(X>X)−1X>X(X>X)−1X>e˜t

(b˜− b˜t) =
ût

1− ht
(X>X)−1X>e˜t

Finally, notice that the last term X>e˜t is k×1 and is the tth row

of X, x˜t:
(b˜− b˜t) =

1

1− ht
(X>X)−1x˜tût.

This expression means, that the change in slope (influence)

depends on the size of the corresponding residual, ût and ht,

which measures leverage. When ht is large, 1 − ht is small and

that increases influence. On average, ht has a value equal to

k/n.1 So, we compare ht to this value. When all of the ht are

close to k/n then we say the design is balanced. If one or more

is much larger or smaller than others then the design is un-

balanced. Unbalanced designs will contain some high leverage

points that could be influential.

1Why? Well, the trace of a matrix is equal to the sum of its diagonal elements.

tr(X(X>X)−1X>) = tr((X>X)−1X>X) = tr(Ik) = k. So, the sum of the diagonal

elements is k and there are n observations. The average has to be k/n.
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3.1.1 Diagonal elements of the Hat matrix

The tth diagonal element of the ‘hat’ matrix, PX , is denoted ht.

ht = e˜>t PXe˜t = e˜>t P >XPXe˜t = ‖PXe˜t‖2
That means that ht ≥ 0. Furthermore, ht < 1. This follows

from the orthogonal decomposition of y˜ and the pythagorean

theorem:

‖y˜‖2 = ‖PXy˜‖2 + ‖MXy˜‖2
which implies that ‖PXy˜‖2 ≤ ‖y˜‖2. Since ‖e˜t‖ = 1, then

ht = ‖PXe˜t‖2 ≤ ‖e˜t‖2 = 1

It get’s even better. (Davidson and MacKinnon, 2004, p. 79)

shows that the lower bound for any ht in a linear model with an

intercept is 1/n.

3.1.2 What is an outlier?

So, if these diagnostics are used to detect influential observa-

tions, the question remains, “Is the influential observation an

outlier or not?”

Outliers to be cast from the sample would be those observa-

tions that are drawn from a DGP that differs from one under
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study. Your model can’t account for these and their inclusion

leads nowhere you’d want to go.

It is possible that the observations are recorded incorrectly.

If so, delete them. The other reason to delete an outlier is if it is

clear that the observation was drawn from the wrong population.

An unusually large residual does not necessarily indicate that

the observation doesn’t belong in the sample, however. In fact,

outliers that belong in the sample are often quite useful in iden-

tifying parameters in the model.

3.1.3 gretl

This example if from Hill et al. (2011).

Salest = β1 + β2Pricet + β3Advertisingt + ut

There are 75 observations. k/n = 3/75. Here is the gretl code.

open andy

# model 1

ols sales const price advert

leverage

The results:
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residual leverage influence

u 0<=h<=1 u*h/(1-h)

1 -3.1393 0.019 -0.061199

2 -1.1931 0.066 -0.084529

3 -13.482 0.035 -0.48478

4 -3.6306 0.054 -0.2081

5 7.2899 0.038 0.28532

6 -0.34562 0.046 -0.016686

7 -2.8053 0.015 -0.041901

8 5.4977 0.023 0.13229

9 10.128 0.055 0.59331

14 -4.5232 0.059 -0.28499

15 -4.3905 0.023 -0.10508

16 -0.501 0.025 -0.012641

60 -0.55643 0.068 -0.040321

61 7.2381 0.036 0.27258

62 5.605 0.032 0.18656

63 -4.0229 0.083* -0.36345

64 -1.7829 0.071 -0.13628

65 9.6363 0.032 0.31453

74 1.759 0.017 0.029877
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75 -0.16878 0.022 -0.0038354

(’*’ indicates a leverage point)

Cross-validation criterion = 1854.45

Note, points that exceed 2k/n receive the asterisk.

3.1.4 My gretl code

open andy

genr index

matrix ind = {index}

scalar n = $nobs

#import variables and place into matricies

list yvar = sales

list Xvars = const price advert

matrix X = { Xvars }

matrix y = { yvar }

#orthogonal projections

matrix Px=X*inv(X’X)*X’

matrix Mx=I(n)-Px

#obtain residuals

matrix res = Mx*y

#estimate sigma squares -- used later to normalize residuals

scalar s2 = res’*res/n

#the diagonal of the hat matrix

matrix h = diag(Px)
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#influence

matrix infl = res./(1-h)

#compute change in each coefficient for each observation (kxn)

matrix all = (res ** ones(1,3))’ .* (inv(X’*X)*X’)

matrix res2 = res.^2./s2

matrix m2 = ind~res~h~res2~all’

scalar avg_h=cols(X)/n

colnames(m2, "index residual h res_sq d_b1 d_b2 d_b3 ")

gnuplot 3 4 --matrix=m2 --output=display

m2

m2 (75 x 7) [t1 = 1, t2 = 75]

index residual h res_sq d_b1 d_b2 d_b3

1.00 -3.1393 0.019122 0.42999 -0.092891 -0.0018545 0.033395

2.00 -1.1931 0.066159 0.062112 0.29621 -0.047151 -0.023841

3.00 -13.482 0.034708 7.9312 -0.84052 0.027162 0.27455

4.00 -3.6306 0.054211 0.57511 0.37195 -0.10076 0.082801

5.00 7.2899 0.037665 2.3187 1.5602 -0.24264 -0.045006

6.00 -0.34562 0.046055 0.0052120 0.060600 -0.012725 0.0038825

7.00 -2.8053 0.014717 0.34337 0.088714 -0.023081 0.0027909

8.00 5.4977 0.023498 1.3187 0.41123 -0.079204 0.061021

.

.

61.00 7.2381 0.036292 2.2859 -0.85499 0.19789 -0.094322

62.00 5.6050 0.032212 1.3707 0.96651 -0.16678 0.030775

63.00 -4.0229 0.082859 0.70613 0.69607 -0.16696 0.10838

64.00 -1.7829 0.071007 0.13870 -0.38452 0.075762 -0.038029

65.00 9.6363 0.031609 4.0516 1.8127 -0.28275 -0.041290

66.00 -2.6185 0.020127 0.29917 0.15507 -0.039321 0.018245

67.00 -2.3414 0.036379 0.23918 -0.46439 0.078900 -0.0084327
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3.2 Misspecified Models

Consider the linear model

yt = β1 + β2xt + ut

where
yt = dependent variable

xt = independent variable or regressor.

In order to identify a unique model, i.e., β1 and β2, assume

that E(ut|xt) = 0.

Given that,

E[yt|xt] = E[β1 + β2xt + ut|xt]

= E[β1 + β2xt|xt] + E[ut|xt]

= β1 + β2xt + 0

Suppose that the true model includes another term that is

correlated with xt

yt = β1 + β2xt + β3x
2
t + vt

with E[vt|xt] = 0 and β3 6= 0.

Misspecify the model by omitting β3x
2
t and you’ll see that the
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conditional mean of the error term, ut|xt is no longer zero.

yt|xt = β1 + β2xt + ut|xt
ut|xt = (β3x

2
t + vt)|xt

E[ut|xt] = E[β3x
2
t |xt] + E[vt|xt]

= β3x
2
t + E[vt|xt] = β3x

2
t 6= 0

Since E[ut|xt] 6= 0 the model is misspecified.

3.3 Information sets

More generally, there are many variables that affect the mean of

yt other than xt. The entire set of factors that affect yt are in-

cluded in what is called the information set. The information

set for y at observation t is denoted, Ωt.

Not every variable in the information set can be included

as explanatory variables in a model. This does not necessarily

mean the model is misspecified. Sometimes it is convenient to

break variables into categories;

Exogneous Exogenous variables are those whose values are de-

termined “outside” of the model.

Endogenous The values of Endogenous variables are deter-
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mined within the model.

Predetermined Predetermined variables occur in time series

and are lagged values of endogenous variables. Their values

are determined within the system, but at time periond t,

their value is in the information set, Ωt. As such, they are

treated as being (weakly) exogenous.

When a variable xt is endogenous, E[ut|xt] 6= 0. By the law of

iterated expectations this implies that E[xtut] 6= 0 which implies

that the error and the “independent” variable are correlated.

Thus the regressor is NOT independent of the error and hence

not really exogenous–best to call it a regressor in this instance.

In any event, having an endogenous regressor causes the model

to be misspecified.

In econometrics it has become customary to refer to regres-

sors that are correlated with the model errors as being endoge-

nous, even if the explicit mechanism that makes them so is not

revealed.

3.3.1 Example

The Keynesian consumption function depends on income. In-

come is determined by adding up spending by consumers, firms,
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and governments.

Ct|Yt = β1 + β2Yt + ut (3.13)

Yt = Ct + It +Gt (3.14)

Notice that the values of Ct and Yt determine each other. Both

are endogenous. On the other hand, the values of It and Gt are

determined outside of the system–hence exogenous with respect

to 3.13. Equation 3.13 is a behavioral or structural equation:

it contains an error term and parameters to estimate. Equation

3.14 is an identity: it has no parameters to estimate (it is true

by definition) but it ties the variables in equation 3.13 together.

So, suppose there is a negative “shock” to consumption–ut <

0.

ut ↓⇒ Ct ↓⇒ Yt ↓⇒ Ct ↓⇒ . . .

3.3.2 Model Misspecification: broadening the defini-

tion

A more encompassing definition of model misspecification can

be useful to consider.

A model is misspecified when the data generation process

(DGP) that generates the sample does not belong to the set of

all possible data generation processes under consideration with

the model.
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The classical linear regression model is the set of DGP that

can be described by:

y − t = β1 + β2xt2 + β3xt3 + · · ·+ βkxtk + ut

with [ut|xt2, xt3, . . . , xtk] = 0, var(ut|xt2, xt3, . . . , xtk) = σ2, and

cov(ut, us) = 0 for any t 6= s. Misspecification includes endoge-

nous regressors, relevant omitted variables, heteroskedasticity,

autocorrelation, incorrect funtional form, nonlinearity, and so

on.

3.4 Exogeneity

There are two ways to define this in terms of the CLRM.

Definition 3.4.1. Strong Exogeneity None of the errors are

correlated with any of the regressors for any observation.

E[u˜|X] = 0

u is the n×1 vector of errors, X is the n×k matrix of regressors

(includes a column of ones for the constant).

Definition 3.4.2. Predeterminedness In this instance, ut is

uncorrelated with contemporaneous values of the independent

variables, but not necessarily with those of other observations.

E[ut|xt] = 0
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ut is the tth residual and xt is the 1 × k vector of representing

the tth row of the X matrix.

Least squares is unbiased for β˜ under strong exogeneity, but

only consistent when the regressors are only predetermined. Both

of these propositions are shown below.
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3.5 Statistical Properties of Least Squares

3.5.1 Least Squares unbiased under strong exogeneity

y˜ = Xβ˜ + u˜ where E(u˜|X) = 0

b˜= (X>X)−1X>y˜
= [(X>X)−1X>](Xβ˜ + u˜)

= (X>X)−1X>Xβ˜ + (X>X)−1X>u˜
= β˜ + (X>X)−1X>u˜

Now, take the mean of b˜:
E[b˜|X] = E[β˜] + E[(X>X)−1X>u˜|X]

= β˜ + (X>X)−1X>E[u˜|X]

= β˜ + (X>X)−1X>0

= β˜
Since E[b|X] = β˜ least squares is unbiased for β˜.

This implies that
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E[b˜|X] = E


b1|X
b2|X

...

bk|X

 =


β1

β2
...

βk


If least squares is biased for any element of b˜, then it is biased

for the vector. Note, if the mean of the residual is any nonzero

constant, c, E[~u|X] = c˜ then E[b1|X] = β1 + c but E[bj|X] = βj

for j = 2, . . . , k. Least squares is biased for the vector b, but

only because it is biased for the intercept. This is why you want

to add a constant to just about any regression you estimate.

The only time to omit one is when you absolutely know that

the regression goes through the origin (β1 = 0).

3.6 Estimator Properties

Given a statistical model to be estimated, the particular tech-

nique used to estimate its parameters is chosen based on that

estimator’s performance in repeated samples like those specified

in the model. An estimator (a rule for using the data to esti-

mate parameters of a model) is fed an infinite number of samples

from the model’s DGP and its average performance is evaluated

using several criteria. Some estimators will perform better than

others at certain things. Pick the criterion or criteria that are
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most important for the problem you are asking and then pick

the rule about how to use the data.

3.6.1 Finite and asymptotic properties

1. Finite or small sample properties – these are true for

samples of any finite size, i.e., those actually available to

us.

(a) Unbiasedness

(b) Efficiency

(c) Exact sampling distributions

2. Asymptotic or large sample properties – these are the

properties an estimator has when the sample size is taken

to infinity. If an estimator is known to have undesirable

small sample properties (biased or unknown sampling dis-

tribution), its properties may be ascertained, or at least

known to improve, known to improve as the sample size

grows. Thus, we pretend that the sample can grow indef-

initely and see what sort of properties can be found–these

are the estimator’s asymptotic properties.

If your sample is substantial (but always finite of course)

you might justify the estimator’s use based on its desirable

large sample properties. Inference based on large sample

properties is Less exact to be sure, but often the best we
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can do. Many estimators have small sample properties that

are unknown (Most MLEs, GMM, NLS, FGLS, and so on).

So, we decide which one to use based on a comparison of

its large sample properties.

It is not unusual for several estimators to share the same

asymptotic properties. This presents two options:

• Choose the estimator that is most robust to misspeci-

fication of the model.

• Choose the estimator based on Monte Carlo evidence

about relative performance in finite samples. This sort

of evidence is never conclusive, but a well-designed set

of simulations can reveal which estimator is likely to

perform better in samples that are finite.

The large sample properties we consider are:

(a) Consistency – does the probability that a statistic gets

closer to the estimated parameter increase as sample

size increases?

(b) Convergence in distribution – does (a function of) the

statistic converge to something familiar and useful (like

the normal or χ2)?

(c) Asymptotic efficiency – Is there another consistent esti-

mator that has a smaller asymptotic variance-covariance

matrix?
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3.6.2 Least squares consistent when regressors prede-

termined

Strong exogeneity, E[u|X] = 0, is a fairly strong assumption

and it is often not met by the data. A weaker requirement is

E[ut|xt] = 0. If the data are not strongly exogenous, but satisfy

the weaker version, then least squares is biased, but consistent.

This means that if the sample size is large enough the probability

that least squares gets closer to β˜ approaches 1. In this sense, as

the sample size gets bigger we are confident that the estimator

is getting closer to the parameter it is estimating.

Consistency

Consistency uses the notion of a probability limit. Probability

limits generalize the mathematical limits that you studied in

calculus to sequences to random variables. These sequences can

converge to limits that are stochastic or nonstochastic. The

probability limit is abbreviated as plim.

Definition 3.6.1. Let α(yn) be a function of the n × 1 vector

y. The superscript, n, tells us how many observations are in the

sequence. Now for any positive number, ε > 0

lim
n→∞

Pr(|α(yn)− α0| < ε) = 1
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Making ε smaller just requires making n bigger.

If this relationship is true, then we abbreviate it with the

expression:

plim(α(yn)) = α0,

the implicit assumption is that n→∞ and say that the α(yn) is

consistent for α0. You’ll see this stated another way sometimes

α(yn)
p−→ α0

The symbol,
p−→, stands for “converges in probability.”

The plim has interesting properties that make it easy to

work with. Take two random variables that depend on n, and

plim(α̂) = α and plim(β̂˜) = β˜ 6= 0

• plim(α̂ + β̂˜) = α + β

• plim(α̂β̂) = αβ

• plim(α̂/β̂) = α/β

• In fact, for any smooth function, η(·) of an estimator α̂

plim[η(α̂)] = η[plim(α̂)) = η(α).

This is usually referred to as Slutsky’s theorem.
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Law of Large Numbers

The law of large numbers (LLN) uses the concept of consis-

tency. It says (actually there are many variants that differ by

the conditions under which it holds), sample means are consis-

tent estimators of population means.

The simplest version might go something like this: suppose

X
iid∼ (β, σ2). The sample mean based on a sample of size n is

x̄ =
∑n

i=1 xi/n. Then, x̄
p−→ β.

Convergence in Quadratic Mean

A sufficient condition for consistency. For a statistic, β̂, if the

mean converges to β and the variance converges to zero, then

the sample mean converges in probability to β as well.

So, if limn→∞E[β̂] = β and limn→∞ V ar[β̂] = 0 then β̂
qm→

β. Convergence in quadratic mean is a sufficient condition for

consistency.
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3.6.3 An asymptotic requirement for regression

Some quantities in econometrics only have probability limits

when they are properly scaled by sample size. For instance,

plim
n→∞

(
X>X

n

)
= SX>X , (3.15)

whose limit is finite and nonsingular. X>X, known as the

regressor cross-products matrix, gets larger without limit

when observations are added. This becomes more clear when

you note that

X>X =
n∑
t=1

x˜tx˜>t
where x˜t is the tth row of the regressor matrix. Adding observa-

tions adds row to the regressor matrix. Of course this infinite

sum would not have a finite limit unless scaled properly. In this

case, scaling by sample size does the trick.

Consistency of OLS

The model is

yt = x˜>t β˜ + ut for t = 1, 2, . . . , n

where x˜>t is the tth row of the regressor matrix, X, and in matrix

notation

y˜ = Xβ˜ + u˜.
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The least squares estimator of β˜ is

b˜= (X>X)−1X>y˜
= (X>X)−1X>Xβ˜ + (X>X)−1X>u˜
= β˜ + (X>X)−1X>u˜

Take the probability limit:

plim(b˜) = plim(β˜) + plim

(
X>X

n

)−1(X>u˜
n

)

= β˜ + plim

(
X>X

n

)−1
plim

(
X>u˜
n

)

= β˜ + SX>X × plim

(
X>u˜
n

)
For OLS to be consistent, the probability limit of the last term

has to be zero. This in fact happens in either of two cases:

1. E[u˜|X] = 0˜ strong exogeneity of the regressors. E[X>u˜/n] =

0˜ and the variance of (X>u˜/n) goes to zero with n, therefore

we have convergence in quadratic mean. This is sufficient.

2. E[ut|x˜t] = 0 weak exogeneity. To see this case note that if

E[ut|x˜t] = 0 then E[x˜>t ut|xt] = 0. By the law of iterated

expectations, E[x˜>t ut] = 0. This is a population mean.

So, by the law of large numbers, this can be consistently
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estimated by the sample mean;

plim
n→∞

1

n

n∑
t=1

x˜>t ut = 0

OLS is consistent under weak exogeneity of the regressors.

The property that the regressor cross products matrix be finite

as sample size grows stated equation 3.15 simplifies the proof

that OLS is consistent. However, if you include a time trend in

the model, this requirement is violated! Does that mean that

including a time trend in your regressors makes least squares

inconsistent? No, it is still consistent, it’s just harder to show.

3.6.4 Example: Lagged dependent variables

yt = β1 + β2yt−1 + ut with ut iid(0, σ2)

and t = 1, 2, . . . , n. Notice that the regressor is the lagged value

of the dependent variable, hence the name lagged dependent

variable model. It may include other regressors, xt, as well.

Also, as constructed the current error, ut, is uncorrelated with

the previous period’s value of the dependent variable. How-

ever, the regressor is correlated with the previous period’s error.

This violates strong exogeneity, but not weak exogeneity. Least

squares is biased for the coefficients in this model, but is consis-

tent.
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3.6.5 Two reasons for inconsistency

1. The probability limits don’t exist. In this case the estimator

may still be unbiased and if so, then we don’t care whether

it has a probability limit.

2. The probability limit exists and is not equal to what we

are trying to estimate. This is never good and is to be

avoided at (nearly) all costs. This means that no matter

how large your sample, you are not getting closer to the

true parameter value when used with the estimator. That

is not the least bit comforting.

3.6.6 Precision and the Covariance Matrix

The CLRM

y˜ = Xβ˜ + u˜ with E[u˜|X] ∼ (0˜, σ2In)
For simplicity, I’m assuming that the regressors are strongly

exogenous. The expression

E[u˜|X] ∼ (0˜, σ2In)
tells us that the conditional mean of the errors is zero, that

their variances are constant, and that there is no covariance

among the errors. Such errors are called spherical. The explicit

covariance of an n×1 random vector v˜, that has a mean, E[v˜] =
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µ:

Cov(v˜) = E[(v˜− E(v˜))(v˜− E(v˜))>]
which is n× n and looks like

=E


(v1 − µ1)2 (v1 − µ1)(v2 − µ2) · · · (v1 − µ1)(vn − µn)

(v2 − µ2)(v1 − µ1) (v2 − µ2)2 · · · (v2 − µ2)(vn − µn)
...

...
...

(vn − µn)(v1 − µ1) (vn − µn)(v2 − µ2) · · · (vn − µn)2



=


var(v1) cov(v1, v2) · · · cov(v1, vn)

cov(v2, v1) var(v2) · · · cov(v2, vn)
...

...
...

cov(vn, v1) cov(vn, v2) · · · var(vn)



=


σ21 σ12 · · · σ1n

σ21 σ22 · · · σ2n
...

...
...

σn1 σn2 · · · σ2n

 ≡ Cov(v˜)
Therefore, the Cov(u˜), for which the variances are homoskedatic–

var(ui) = σ2 for all i, and uncorrelated–cov(ui, uj) = 0 for i 6= j

is:

Cov(u˜|X) =


σ2 0 · · · 0

0 σ2 · · · 0
...

...
...

0 0 · · · σ2

 = σ2In

Using this, the Cov(b˜) is

Cov(v˜) = E[(b˜− E(b˜))(b˜− E(b˜))>]
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which is k × k and looks like

=E


(b1 − β1)2 (b1 − β1)(b2 − β2) · · · (b1 − β1)(bn − βn)

(b2 − β2)(b1 − β1) (b2 − β2)2 · · · (b2 − β2)(bk − βk)
...

...
...

(bk − βk)(b1 − β1) (bk − βk)(b2 − β2) · · · (bk − βk)2



=


var(b1) cov(b1, b2) · · · cov(b1, bk)

cov(b2, b1) var(b2) · · · cov(b2, bk)
...

...
...

cov(nk, b1) cov(bk, b2) · · · var(bk)

 ≡ Cov(b˜)
Given least squares is unbiased,

Cov(v˜) = E[(b˜− E(b˜)(b˜− E(b˜))>] = E[(b˜− β))(b˜− β)>]

and recall that

b˜= β + (X>X)−1X>u˜
so

b˜− β = (X>X)−1X>u˜
and,

Cov(b˜|X) = E[((X>X)−1X>u˜)((X>X)−1X>u˜)>|X]

= E[(X>X)−1X>u˜u˜>X(X>X)−1|X]

= (X>X)−1X>E[u˜u˜>|X]X(X>X)−1

= (X>X)−1X>σ2InX(X>X)−1

= σ2(X>X)−1X>InX(X>X)−1

= σ2(X>X)−1
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This matrix measures how precisely least squares estimates the

unknown parameters of the model.

3.6.7 Linear combinations of estimators

Let d˜ be a k× 1 vector of constants and let D be a k× j matrix

of constants. Let β̂˜ be the least squares estimator of a linear

regression, so that β̂˜ ∼ (β˜, σ2(X>X)−1).

Fact 3.6.1.

Cov(d˜>β̂˜) = d˜>Cov(β̂˜)d˜
More generally,

Fact 3.6.2.

Cov(D>β̂˜) = D>Cov(β̂˜)D

Cov(D>β̂˜) = E[(D>β̂˜ − E(D>β̂˜))(D>β̂˜ − E(D>β̂˜))>]

= E[D>(β̂˜ − E(β̂˜))(β̂˜ − E(β̂˜))>D]

= D>E[(β̂˜ − E(β̂˜))(β̂˜ − E(β̂˜))>]D

= D>Cov(β̂˜)D

Example 3.6.1.

yt = β1 + β2xt2 + β3xt3 + β4xt4 + ut
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Estimate the parameters by LS and find the variance of 3β̂2−2β̂3.

d˜> = {0 3 −2 0}

d˜>β̂˜ = d˜>Cov(β̂˜)d˜
= 32var(β̂2) + 22var(β̂3) + 2(3)(−2)cov(β̂2, β̂3)

3.7 Comparing covariance matrices

If two estimators are unbiased, the one with the “smallest” co-

variance matrix is both more precise and more efficient. How

does one compare the “size” in this multivariate context?

Definition 3.7.1. Consider two unbiased estimators of the k×1

vector β˜, β̃˜ ∼ (β˜,Σβ̃˜) and β̂˜ ∼ (β˜,Σβ̂˜). β̃˜ is more efficient than

β̂˜ provided Σβ̂˜−Σβ̃˜ = ∆ where ∆ is positive semi-definite (psd).

3.7.1 Positive definiteness

Definition 3.7.2. A k × 1 symmetric matrix A is positive

definite if for all nonzero k-vectors, x˜,

x˜>Ax˜ > 0.

Note, x˜>Ax˜ is a quadratic form.
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A matrix A is positive semi-definite if x˜>Ax˜ = 0 for at

least some nonzero vector x˜.

Remark 1. Take any n ×m matrix B, m ≤ n. B>B and BB>

are positive semi-definite and symmetric. For a nonzero vector

x˜,

x˜>B>Bx˜ = (Bx˜)>Bx˜ = ‖Bx˜‖2 ≥ 0.

If this holds with equality, then Bx˜ = 0, which implies that

rank(B) < m and B doesn’t have a full (column) rank. So, if B

has full rank, then B>B is m×m, positive definite and can be

inverted.

Remark 2. If B is n × m, Rank(B) = m ≤ n, and there is

another n× n positive definite matrix A, then B>AB has rank

of m and is also positive definite.

3.8 Precision of least squares

The “smaller” the covariance of least squares, the more precise

the estimator is.

As estimator precision decreases ⇒ estimator variances increase

As estimator precision increases ⇒ estimator variances decrease

Three things increase the precision of LS

1. Smaller variance in y – σ2 ↓
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2. Larger sample – n ↑

Cov(b˜) = σ2(X>X)−1 =
σ2

n

(
X>X

n

)−1
As n → ∞ the last term converges to a constant while
σ2

n → 0.

3. More independent variation in the regressors To see this

consider the model

y˜ = x˜1β1 +X2β˜2 + u˜
x˜1 = a single regressor from the model

X2 = the other k-1 regressors from the model.

Use the FWL to remove X2 using the residual maker

M2 = In −X2(X
>
2X2)

−1X
>
2 .

Premultiply the model by M2.

M2y˜ = M2x˜1β1 + res.

Least squares yields:

b1 = (x˜>1M>
2M2x˜1)−1x˜>1M>

2M2y˜
= (x˜>1M2x˜1)−1x˜>1M2y˜
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The least squares covariance matrix for b1 is a scalar and

given by

var(b1) = σ2(x˜>1M>
2M2x˜1)−1

=
σ2

x˜>1M2x˜1
=

σ2

x˜>1M>
2M2x˜1

=
σ2

‖M2x˜1‖2
This last line implies that as M2x˜1 gets longer, least squares

gets more precise. Remember, ‖M2x˜1‖2 is just the sum of

squared errors from a regression of x˜1 onto X2.

M2x˜1 = (I −X2(X
>
2X2)

−1X
>
2 )x˜1

= x˜1 −X2(X
>
2X2)

−1X
>
2 x˜1

= x˜1 −X2ĉ˜
where ĉ˜= (X

>
2X2)

−1X
>
2 x˜1

The more highly correlated x˜1 with the other regressors in

the model that are contained in X2, the smaller this sum of

squared errors will be. Least squares becomes less precise

for β1. On the other hand, if x˜1 has a lot of independent

variation with respect to X2, then LS will be more precise.
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3.9 Least squares residuals

MXy˜ = MXXβ˜ +MXu˜
= 0β˜ +MXu˜

(I −X(X>X)−1X>)y˜ = MXu˜
y˜−X(X>X)−1X>y˜ = MXu˜

y˜−Xβ̂˜ = MXu˜
û˜ = MXu˜

Thus, the relationship between the least squares residuals and

the actual residuals is:

û˜ = MXu˜ (3.16)

The variance of the least squares residuals

Cov(û˜) = Cov(MXu˜)

= MXCov(u˜)M
>
X

= MXσ
2InM

>
X

= σ2MX 6= σ2In

Cov(û˜) 6= Cov(u˜) (3.17)
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The variance of an individual error, ut, is found on the tth diag-

onal element of σ2MX which is

var(ût) = σ2(1− x˜t(X>X)−1x˜>t ) = σ2(1− ht)

We saw earlier that 0 ≤ ht ≤ 1 which means that the tth least

squares residual has a smaller variance than the actual residual.

σ2(1− ht) < σ2

3.10 Estimating error variance, σ2

Method-of-moments

Equate the population moment, σ2 to its sample moment.

E[(u− E(u))2] = σ2 = n−1
∑

u2t

The ut are not observed and are replaced by their sample coun-

terparts, ût yielding the estimator

σ̃2 = n−1
∑

û2t

Estimator’s Mean

E

(
û˜>û˜
n

)
Note, E[û˜>û˜/n] = E[tr(û˜>û˜/n)]
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• The trace is the sum of the diagonal elements of a square

matrix.

• The trace of a scalar is itself.

• The tr(AB) = tr(BA) for conformable matrices A and B.

• The trace and E are linear operators and their order can

be switched.

E[tr(û˜>û˜/n)] = E[tr(u˜>MXu˜/n)]

= E[tr(MXu˜u˜>)/n)]

= tr(E[(MXu˜u˜>)/n)]

= tr(MXσ
2In)/n

=
σ2

n
tr(MX)

=
σ2

n
tr(I − PX)

=
σ2

n
[tr(In)− tr(X(X>X)−1X>)]

=
σ2

n
[tr(In)− tr(X>X(X>X)−1)]

=
σ2

n
[tr(In)− tr(Ik)]

=
σ2

n
(n− k) 6= σ2

This shows that the method-of-moments estimator of σ2 is bi-

ased. The good news is that the bias depends on n and k so we
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may remove it if desired.

σ̂2 =

(
n

n− k

)
σ̃2 =

û˜>û˜
(n− k)

This estimator is unbiased for σ2 in the CLRM. An unbiased

estimator of least squares covariance is:

σ̂2(X>X)−1 (3.18)

3.11 Gauss Markov Theorem

Least squares of β˜ in the CLRM

y˜ = Xβ˜ + u˜ with u˜ ∼ (0˜, σ2In)
and rank(X) = k ≤ n, is efficient among linear estimators, i.e.,

it is the BLUE of β˜.

3.12 Model Specification: Too many or too

few regressors?

Consider the model below where there are two sets of regressors,

x and Z. The question we consider is what properties does

least squares have if 1) Z is omitted when it shouldn’t be or 2)

included as as a regressor when it is irrelevant.

y˜ = Xβ˜ + Zγ˜+ u˜ (3.19)
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u˜ ∼ (0˜, σ2In). If the actual DGP is such that γ = 0 then the

model is said to be overspecified. That is, the actual DGP is

y˜ = Xβ˜ + u˜ (3.20)

In this event, OLS is unbiased but not efficient unless X and Z

are orthogonal. To show this we look at the covariance of the

OLS estimator of an overspecified model.

y˜ = Xβ˜ + Zγ˜+ u˜
and let

MZ = I − Z(Z>Z)−1Z>

= I − PZ

Apply the FWL, eliminating Z

MZy˜ = MZXβ˜ +MZZγ˜+MZu˜
= MZXβ˜ + 0˜+MZu˜

OLS produces

bo˜ = (X>M
>
ZMZX)−1X>M

>
ZMZy˜

= (X>MZX)−1X>MZy˜
The least squares covariance is:

Cov(b˜o) = σ2(X>MZX)−1
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The least squares estimator for the correctly specified model

excludes Z from the set of regressors.

b˜= (X>X)−1Xy˜
Cov(b˜) = σ2(X>X)−1

Both are unbiased, therefore b˜ is more efficient than b˜o if

Cov(b˜o)− Cov(b˜) = ∆,

a positive semidefinite matrix.

This is equivalent to

[Cov(b˜)]−1 − [Cov(b˜o)]−1 = ∆∗,

being psd. You’ve inverted each and switched the order.

Cov(b˜o)− Cov(b˜) = σ2(X>MZX)−1 − σ2(X>X)−1

Invert and change signs

∆∗ =
(X>X)

σ2
− (X>MZX)

σ2

= σ−2[X>(I −MZ)X]

= σ−2[X>(PZ)X]

= σ−2[X>P
>
ZPZX]

= σ−2C>C

which is psd for any matrix C.
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Underspecified Model

Estimate the model using least squares, omitting Z. Then take

the mean of b˜u.
b˜u = (X>X)−1X>y˜

= (X>X)−1X>Xβ˜ + (X>X)−1X>Zγ˜+ (X>X)−1X>u˜
E[b˜u|X,Z] = E(β˜) + E(X>X)−1X>Zγ˜|X,Z + E(X>X)−1X>u˜|X

= β˜ + (X>X)−1X>Zγ˜+ 0˜
Hence, OLS is only unbiased if either 1) γ˜ = 0, in which case

the variables are actually irrelevant or 2) the omitted variables

are orthogonal to the included ones, i.e., X>Z = 0. In this last

instance, the variables contained in Z are “randomized” with

respect to the model and can safely be excluded, even if they

have an effect of the mean of y.

Summary

So in summary, as long as E(u|X) = 0, then OLS is unbiased.

It is BLUE if you estimate the smallest model that satisfies

this statistical assumption. If you include extraneous variables

that are correlated with any of the others then OLS is unbi-

ased but inefficient. If you exclude any relevant variables that
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are correlated with included regressors, then OLS is biased and

inconsistent.

Bias/Precision Trade-off: Mean-Square Error

Mean-square error is a concept that combines bias and precision

to evaluate the trade-off in a specific way. The mean-square error

of b˜ is defined as

MSE(b˜) = E[(b˜− β˜)(b˜− β˜)>]

It can be shown that this amounts to the outer product of the

bias plus the covariance of the estimator. Thus if bias is E(b˜)−
β˜ = δ˜, then

MSE(b˜) = δ˜δ˜> + Cov(b˜)
One could induce bias by underspecifying the model; but, the

underspecification increase precision to the point that the overall

MSE is reduced. That means that the bias created is relatively

small compared to the increase in precision.
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Chapter 4

Hypothesis Tests
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