








Least squares and HAC standard errors 

STATA NOTES: 

Although the usual least squares standard errors are not the correct, we can compute consistent standard 
errors just as we did in heteroskedastic models using an estimator proposed by Newey and West. Newey-
West standard errors (also known as HAC (heteroskedasticity and autocorrelation consistent) standard 
errors and are analogous to the heteroskedasticity consistent standard errors introduced in Chapter 8. They 
have the advantage of being consistent for autocorrelated errors that are not necessarily AR(1), and do not 
require specification of the dynamic error model that is needed to get an estimator with a lower variance.  

HAC is not quite as automatic as the robust standard error estimator in Chapter 8.  To be robust with 
respect to autocorrelation one has to specify how far away in time the autocorrelation is likely to be 
significant.  Essentially, the autocorrelated errors over the chosen time window are averaged in the 
computation of HAC; the number of periods over which to average and how much weight to assign each 
residual in that average has to be set by the user.   

The weighted average is called a kernel and the number of errors to average in this respect is called 
bandwidth. To be quite honest, these terms shed no light for the average user.  Just think of the kernel as 
another name for weighted average and bandwidth as the term for number of terms to average. In Stata, 
there is no way to control the kernel, but a bandwidth can be selected. 

There are several methods to do this and two are given here. The first uses B = 0.75T1/3.  The 
bandwidth is computed as a function of sample size, T; the larger the sample, the larger the bandwidth. 
The other popular choice is B= 4 (N/100)2/9. This one appears to be the default in other programs like 
EViews and it is the one used here to obtain the results in the text.  

Implicitly there is a trade-off to consider.  A larger bandwidth reduces bias (good) as well as precision 
(bad).  A smaller bandwidth excludes more relevant autocorrelations (and hence have more bias), but 
precision improves.  The general principle is to choose a bandwidth that is large enough to contain the 
largest autocorrelations. 

To compute a bandwidth use the command 

 
scalar B = round(4*(e(N)/100)^(2/9)) 

scalar list B 

 
This returns the value 4 in the Phillips_aus.dta data set. The result is rounded because Stata requires a 
whole number to be used to specify the number of lags in the HAC’s computation. The only kernel 
available in Stata is the Bartlett. This is the one used by Newey and West in their research on this issue. 
Consequently, Stata refers to the procedure that computes HAC as newey. It is basically a replacement for 
regress, and it requires the specification of a bandwidth. Then, to estimate the model by least squares with 
Newey-West standard errors and a bandwidth of 4 use the following command 

 
newey inf D.u, lag(4) 

 

In the example the model is estimated using least squares with the usual least squares standard errors and 
the HAC standard errors. The results appear below. 



 
 

The HAC standard errors are substantially larger than the usual (inconsistent) ones. 

Estimating AR(1)  

 
To demonstrate that replacing the missing value of 0ˆ 0e = , consider the following simple regression for 
the Phillips curve: 
 

1 2t t tINF DU e= β +β +  
 
The model is estimated using the Phillips_aus.dta data which contains the quarterly inflation rate and 
unemployment rates for Australia beginning in 1987q1. Load the data, generate a date, format the date to 
a string, and set the data set as time series. 

 
use phillips_aus, clear 

generate date = tq(1987q1) + _n-1 

format %tq date 

tsset date 
 
Now, let’s estimate the AR(1) model using nonlinear least squares.   
 

1 2 1 2 1(1 )t t t t ty x y x v− −= β −ρ +β + ρ −ρβ +  
 

This model is nonlinear in the parameters, but has an additive white noise error. These features make the 
model suitable for nonlinear least squares estimation. Nonlinear least squares uses numerical methods to 
find the values of the parameters that minimize the sum of squared errors.  

To estimate the model use Stata’s generic nonlinear least squares command, nl: 
 

nl (inf = {b1}*(1-{rho}) + {b2}*D.u + {rho}*L.inf - {rho}*{b2}*(L.D.u)), ///      

variables(inf D.u L.inf L.D.u) 

 

The syntax is fairly simple, but requires some explanation. The basic syntax is: 

nn (depvar=<sexp>) [if] [in] [weight] [, options]  
 

The systematic portion of the model is included inside the first set of parentheses. Parameters must be 
enclosed in braces {}.  The if, in, and weight statements are used in the same way as in  a linear 
regression. However, because the variables that have been lagged, missing values will be created for the 
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lagged variables in the data set. For this  to work, the sample must be limited to only those observations 
that are complete. There are two ways to do this. First, you could use (depvar=<sexp>) in 2/34. Or, 
you can list the variables as done here using the option variables(inf D.u L.inf L.D.u) as I did.   
 
Note, the three slashes /// is the line continuation command.  If you put all of this on one line it is not 
needed.  
 
The results of the estimation are 

 

 

Here are the commands to estimate the same model using Feasible GLS. 

 
* 2-step Prais-Winsten FGLS estimator 

prais inf D.u, twostep 

 

  Parameter b1 taken as constant term in model & ANOVA table
                                                                              
         /b2     -.694388    .247894    -2.80   0.006    -1.187185    -.201591
        /rho     .5573922   .0901546     6.18   0.000     .3781709    .7366136
         /b1     .7608716   .1245311     6.11   0.000      .513312    1.008431
                                                                              
         inf        Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval]
                                                                              

       Total    35.5847191    88  .404371808         Res. dev.     =  132.9069
                                                     Root MSE      =  .5193766
    Residual    23.1986758    86  .269752044         Adj R-squared =    0.3329
       Model    12.3860433     2  6.19302165         R-squared     =    0.3481
                                                     Number of obs =        89
      Source         SS       df       MS

Iteration 5:  residual SS =  23.19868
Iteration 4:  residual SS =  23.19868
Iteration 3:  residual SS =  23.19868
Iteration 2:  residual SS =  23.19868
Iteration 1:  residual SS =  23.21352
Iteration 0:  residual SS =  26.75696

(obs = 89)



 

Here are the commands to estimate it using maximum likelihood 

 
* AR(1) using arima 

arima inf D.u, ar(1) 

 
 
 

Durbin-Watson statistic (transformed) 2.226467
Durbin-Watson statistic (original)    0.887289
                                                                              
         rho     .5498816
                                                                              
       _cons     .7858377   .1195633     6.57   0.000     .5482309    1.023445
              
         D1.    -.6994269   .2428048    -2.88   0.005     -1.18195   -.2169034
           u  
                                                                              
         inf        Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval]
                                                                              

       Total    26.1730056    89  .294078715           Root MSE      =  .51678
                                                       Adj R-squared =  0.0919
    Residual    23.5015724    88  .267063323           R-squared     =  0.1021
       Model    2.67143323     1  2.67143323           Prob > F      =  0.0021
                                                       F(  1,    88) =   10.00
      Source         SS       df       MS              Number of obs =      90

Prais-Winsten AR(1) regression -- twostep estimates

Iteration 1:  rho = 0.5499
Iteration 0:  rho = 0.0000

. prais inf D.u, twostep

. * Prais-Winsten FGLS estimator

                                                                              
      /sigma     .5109273   .0277513    18.41   0.000     .4565358    .5653188
                                                                              
         L1.     .5588218   .0873961     6.39   0.000     .3875285    .7301151
          ar  
ARMA          
                                                                              
       _cons     .7861493   .1398032     5.62   0.000       .51214    1.060159
              
         D1.    -.7025681   .3167053    -2.22   0.027    -1.323299   -.0818371
           u  
inf           
                                                                              
         inf        Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval]
                               OPG
                                                                              

Log likelihood =  -67.4559                      Prob > chi2        =    0.0000
                                                Wald chi2(2)       =     44.96
Sample:  1987q2 - 2009q3                        Number of obs      =        90

ARIMA regression

Iteration 10:  log likelihood = -67.455902  
Iteration 9:   log likelihood = -67.455908  
Iteration 8:   log likelihood = -67.455947  
Iteration 7:   log likelihood = -67.456548  
Iteration 6:   log likelihood =  -67.45729  
Iteration 5:   log likelihood = -67.580103  
(switching optimization to BFGS)
Iteration 4:   log likelihood = -67.591967  
Iteration 3:   log likelihood = -67.617363  
Iteration 2:   log likelihood = -67.638447  
Iteration 1:   log likelihood = -67.684617  
Iteration 0:   log likelihood = -67.721343  
(setting optimization to BHHH)

. arima inf D.u, ar(1)



You can see that different estimators yield slightly different results.  All are asymptotically efficient, 
though their properties rely on the actual properties of the DGP.  For higher order models, you probably 
want to use the MLE via the arima command.   




