
Time-Varying Volatility and ARCH 
Models 

ARCH MODEL AND TIME-VARYING VOLATILITY  

In this lesson we'll use Gretl to estimate several models in which the variance of the dependent 

variable changes over time.  These are broadly referred to as ARCH (autoregressive conditional 

heteroskedasticity) models and there are many variations upon the theme. Again, this is all 

covered in POE4. 

The first thing to do is illustrate the problem graphically using data on stock returns. The data 

are stored in the Gretl dataset returns.gdt.   

 

open returns 

 

The data contain four monthly stock price indices: U.S. Nasdaq (nasdaq), the Australian All 

Ordinaries (allords), the Japanese Nikkei (nikkei) and the U.K. FTSE (ftse).  The data are 

recorded monthly beginning in 1988m1 and ending in 2009m7.  

 

Plots of the series in their levels are generated using scatters 

scatters nasdaq allords ftse nikkei --output=display 

 

 
  
 



The series are characterized by random, rapid changes and are said to be volatile. The volatility 

seems to change over time as well. For instance U.S. stock returns (nasdaq) experiences a 

relatively sedate period from 1992 to 1996. Then, stock returns become much more volatile until 

early 2004. Volatility increases again at the end of the sample. The other series exhibit similar 

periods of relative calm followed by increased volatility.  

Next, the freq command is used to generate graphs of the empirical distribution of returns. A 

curve from a normal distribution is overlaid using the --normal option.  

 

freq nasdaq --show-plot --normal 

 

 
 

This series is leptokurtic. That means they have lots of observations around the average and a 

relatively large number of observations that are far from average; the center of the histogram has 

a high peak and the tails are relatively heavy compared to the normal.  The other series exhibit 

similar characteristics. 
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TESTING, ESTIMATING, AND FORECASTING 

The basic ARCH models consist of two equations. The mean equation describes the behavior of 

the mean of your time series; it is a linear regression function that contains a constant and 

possibly some explanatory variables. In the cases considered below, the mean function contains 

only an intercept. 

 

t ty e  

   

In this case we expect the time series to vary randomly about its mean, If the mean of the time 

series drifts over time or is explained by other variables, then add them to this equation just as 

you would in the usual regression model. The error of the regression is normally distributed and 

heteroskedastic. The variance of the current period's error depends on information that is revealed 

in the preceding period. The variance of et is given the symbol ht. The variance equation 

describes how the error variance behaves. 

 
2

1 1t th e   

 

Notice that ht depends on the squared error in the preceding time period. The parameters in this 

equation have to be positive to ensure that the variance, ht, is positive. 

A Lagrange Multiplier (LM) test can be used to test for the presence of ARCH effects (i.e., 

whether ). To perform this test, first estimate the mean equation. Save and square the 

estimated residuals, 2

t̂e . These serve as variables in an auxiliary regression from which the sample 

size and goodness-of-fit measure are used to compute a test statistic. For first order ARCH, 

regress 2

t̂e  on the lagged residuals 2

1t̂e   and a constant: 
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where tv  is a random term. The null and alternative hypotheses are: 
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The test statistic is TR2, where T is the number of observations in the auxiliary regression. It has a 

 distribution if the null hypothesis is true. Compare the p-value from this statistic to the 

desired test level () and reject the null if the p-value is smaller. If you suspect a higher order 

ARCH(q) error variance process, then include q lags of 2

t̂e  as regressors, compute TR2, and use 

the q distribution to obtain the p-value.  

In the first ARCH example the byd.gdt data are used. Load the data using the open command.   

 

open byd 

 

The first thing to do is to plot the time series using 

 

gnuplot r --with-lines --time-series 



 

This yields 

 

 
 

There is visual evidence of time varying volatility. Towards the end of the time series, returns for 

BYD appear to become more volatile. An ARCH(1) model is proposed and the ARCH(1) model 

is tested against the null hypothesis of no ARCH using the LM test discussed above. The first 

step is to estimate a regression that contains only an intercept. Obtain the residuals, which we call 

ehat, and square them.  

 

ols r const 

series ehat=$uhat 

series ehat2 = ehat * ehat 

 

The auxiliary regression 2 2

0 1 1
ˆ ˆ
t t te e v     uses the lag operator to take a single lag to include as 

a regressor in the auxiliary model.  Since the dependent variable is always listed first after ols, 

one can combine ehat and ehat(-1) into a single statement.  This construction makes it easy to 

add more lags of ehat if desired. 

 

ols ehat2(0 to -1) const 
 

The test statistic is TR2 from this regression. The p-value is computed using the chi2tail 

function. Remember, the first argument of chi2tail is the degrees of freedom for your test 

(equal to q) and the second argument is the computed value of your statistic. Reject no arch if the 

p-value is less than the desired significance level, . The Gretl code is: 
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scalar trsq = $trsq 
pvalue X 1 trsq    
 

This yields the result: 

 

? scalar trsq = $trsq 

Generated scalar trsq = 62.1595 

? pvalue X 1 trsq 

Chi-square(1): area to the right of 62.1595 = 3.16735e-015 

(to the left: 1) 

 

Gretl also includes a built-in function to compute this test statistic. Using it will provide identical 

results. First estimate the regression then use the post-estimation command modtest --arch 1  

as shown below: 

 

ols r const 

 

Then use the post-estimation command modtest. 

 

modtest --arch 1  

 

The --arch option requires the order of arch in the alternative hypothesis.  In this example q=1.  

The results are: 

 

Test for ARCH of order 1 - 

  Null hypothesis: no ARCH effect is present 

  Test statistic: LM = 62.1595 

  with p-value = P(Chi-square(1) > 62.1595) = 3.16735e-015 

 

which matches the result obtained manually above.  This is a particularly useful alternative to the 

manual process of computing TR2 from an auxiliary regression. The null and alternative 

hypotheses are clearly stated, the statistic and its distribution are given, and the p-value is 

computed and shown in the default output. That means that Gretl is generating all the information 

you need to properly conduct the test. Excellent! 

The modtest --arch q test can be accessed through the dialogs, but the process is fairly 

convoluted. Just in case you haven’t been weaned from using the pull-down menus here is how to 

use them. First you need to estimate the mean equation using regression. Select Model > 

Ordinary Least Squares. Choose r as the dependent variable (with const as the sole dependent 

variable) and click OK. Then, choose Tests > ARCH. This reveals the dialog box: 

 

 
 

Choose the desired ARCH order and click OK.  Results will appear in the output window.  



For scripting, the basic ARCH and GARCH models are estimated using the garch command. 

The syntax is shown below: 

 

garch 

 

Arguments:  p q ; depvar [ indepvars ]  

Options:  --robust (robust standard errors) 

  --verbose (print details of iterations) 

  --vcv (print covariance matrix) 

  --nc (do not include a constant) 

  --stdresid (standardize the residuals) 

  --fcp (use Fiorentini, Calzolari, Panattoni algorithm) 

  --arma-init (initial variance parameters from ARMA) 

Examples:  garch 1 1 ; y 

  garch 1 1 ; y 0 x1 x2 --robust 

 

The parameter p is the GARCH term and q is the arch term.   

For the ARCH(1) model of BYD, the option to use is simply arch(1). The complete 

command syntax for an ARCH(1) model of BYD’s returns is 

 

garch 0 1 ; r 

which produces this output: 

Function evaluations: 45 

Evaluations of gradient: 12 

 

Model 7: GARCH, using observations 1-500 

Dependent variable: r 

Standard errors based on Hessian 

 

             coefficient   std. error     z       p-value  

  -------------------------------------------------------- 

  const       1.06394      0.0399241    26.65    1.84e-156 *** 

 

  alpha(0)    0.642139     0.0648195     9.907   3.90e-023 *** 

  alpha(1)    0.569347     0.0913142     6.235   4.52e-010 *** 

 

Mean dependent var   1.078294   S.D. dependent var   1.185025 

Log-likelihood      -740.7932   Akaike criterion     1489.586 

Schwarz criterion    1506.445   Hannan-Quinn         1496.202 

 

Unconditional error variance = 1.49108 

Likelihood ratio test for (G)ARCH terms: 

  Chi-square(1) = 106.115 [6.95918e-025] 

 

In the Gretl output you will see information about the number of function and gradient 

evaluations; this provides a clue as to how this magic is actually being performed. Function 

evaluations indicate that a nonlinear numerical optimization is being done behind the scenes, in 
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this case to maximize the likelihood function. The log likelihood should be getting larger as the 

iterations proceed. If the numerical optimization somehow fails, an error message will appear just 

after the (many) iterations.  

The parameter estimates follow the iteration summary. In this case they match those in POE, 

but the standard errors are a little different. Don’t worry about this, they are valid if the ARCH(1) 

model is appropriate. So, in the BYD example, the average return is about 1.06%. The ARCH 

term’s t-ratio is statistically significant and you conclude that the variance is autoregressive 

conditionally heteroskedastic (which for good measure should be repeated out loud three times). 

To arrive at these results through the dialogs choose  Models > Time series > GARCH from 

the pull-down menu.  

 

 

 

In the dependent variable box choose r and select a single lag in the ARCH q box.  Be sure to 

include a constant in the model (provided you want one). Click OK and you are done. Note, you 

can choose longer maximum ARCH lags (i.e., q) or even specify a list of lags in this dialog. The 



dialog is also used to estimate a generalization of ARCH that is considered in the next section. 

Before moving on though, let’s graph the estimated future return 1tr   and the conditional 

volatility 1th  . 

The forecasted return is just a constant in this case, since no explanatory variables other than 

a constant was included in the regression portion of the ARCH model 

 

1 0
ˆˆ 1.063tr     

 

The forecasted error variance is essentially an in-sample prediction model based on the estimated 

variance function.  

 

   
2 2

1 0 1 0
ˆ ˆˆ ˆ 0.642 0.569 1.063t t th r r         

 

Gretl generates this whenever it estimates an ARCH model and saves the result to a variable 

using the accessor $h.  Here the ARCH(1) model is estimated and the variance is saved as a 

variable called htarch.  

 

garch 0 1 ; r  

series htarch = $h 

 
 

gnuplot htarch --with-lines --time-series --output=display 

 

This produces the time series plot  
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Obviously, there is a lot more volatility towards the end of the sample. 

EXTENTIONS 

An important extension of the ARCH(1) is the ARCH(q) model. Here, additional lags of the 

squared residuals are added as determinants of the equation’s variance, ht: 

 
2 2 2

0 1 1 2 2...t t t q t qh e e e       

GARCH 

Another extension is the Generalized ARCH or GARCH model. The GARCH model adds lags 

of the variance, ht-p, to the standard ARCH. A GARCH(1,1) model would look like this: 

 
2
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It has one lag of the regression model’s residual (q=1 ARCH term) and one lag of the variance 

itself (p=1 GARCH term). Additional ARCH or GARCH terms can be added to obtain the 

GARCH(p,q), where p is the number of lags for ht and q is the number of lags of et included in 

the model. 

Estimating a GARCH(1,1) model for BYD is simple. Basically, you just add a single 

GARCH term to the existing ARCH model, so the command is 

 

garch 1 1 ; r const 

 

The syntax is interpreted this way. We have an garch regression model that includes r as a 

dependent variable and has no independent variables other than a constant. The result is:  

 

Function evaluations: 56 

Evaluations of gradient: 17 

 

Model 11: GARCH, using observations 1-500 

Dependent variable: r 

Standard errors based on Hessian 

 

             coefficient   std. error     z       p-value  

  -------------------------------------------------------- 

  const       1.04987      0.0394953    26.58    1.09e-155 *** 

 

  alpha(0)    0.401050     0.0843770     4.753   2.00e-06  *** 

  alpha(1)    0.491028     0.0858861     5.717   1.08e-08  *** 

  beta(1)     0.237999     0.0904560     2.631   0.0085    *** 

 

Mean dependent var   1.078294   S.D. dependent var   1.185025 



Log-likelihood      -736.0281   Akaike criterion     1482.056 

Schwarz criterion    1503.129   Hannan-Quinn         1490.325 

 

Unconditional error variance = 1.48004 

Likelihood ratio test for (G)ARCH terms: 

  Chi-square(2) = 115.645 [7.72797e-026] 

 

The estimate of  is 0.491 and the estimated coefficient on the lagged variance, is 0.238. 

Again, there are a few minor differences between these results and those in the text, but that is to 

be expected when coefficient estimates have to be solved for via numerical methods rather than 

analytical ones.   

As in the ARCH model, the predicted forecast variance can be saved and plotted: 

 

series htgarch = $h 

gnuplot htgarch --with-lines --time-series --output=display 
 

which yields the time series plot: 

 

Threshold GARCH 

The threshold GARCH model, or T-GARCH, is another generalization of the GARCH model 

where positive and negative news are treated asymmetrically. In the T-GARCH version of the 

model, the specification of the conditional variance is: 
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In Gretl this means using an add-on program called gig (which stands for Garch in Gretl). This set 

of functions comes with the standard distribution of Gretl, but is not available from the pull-down 

menus.  You can install it from the pull-down menu File > Function Files > On Local 

Machine. This brings up a window listing the available function packages. Click on the check 

box to gain access to the functions of gig.   

You can also install gig so that it will show up in the Model > Time-Series pull-down 

menu.  In the main Gretl window click Help > Check for add-ons.  This will bring up a window  

 

 
 

Highlight gig using the cursor and click on the icon that looks like a disk drive (remember 

those? If not, it is the square with a red stripe at the top.) Once installed, you can access the GUI 

for gig using Model > Time Series >  GARCH variants from the main Gretl window. 

In a script, things are much easier. Here you can just load the functions using include. First, 

load gig using: 

 

include gig.gfn 

 

Then open the data 

 

open byd 

 

Here is a T-GARCH model for BYD. 

 

model_arch=gig_setup(r,3,const) 

gig_estimate(&model_arch) 

 



The first step is to initialize all of the variables and matricies that Gretl will use to make the 

computations.  That is the purpose of the gig_setup command.  In this example it takes three (3) 

arguments.  The first is the time-series under study; the second is a scalar that identifies which 

GARCH model you want to estimate; the third is list of explanatory variables to include in the 

regression. 

In this example, I’ve chosen model = 3.  This is the GJR variant of the threshold GARCH 

model that is adopted in POE4 (Glosten, Jagannathan and Runkle (1993)).  The only regressor in 

the mean equation is a constant and it can be listed as I’ve done here by its variable name. 

 

Model: GJR(1,1) [Glosten et al.] (Normal)* 

Dependent variable: r 

Sample: 1-500 (T = 500), VCV method: Robust 

 

    Conditional mean equation 

 

             coefficient   std. error     z      p-value  

  ------------------------------------------------------- 

  const       0.995450     0.0423453    23.51   3.38e-122 *** 

 

    Conditional variance equation 

 

             coefficient   std. error     z      p-value  

  ------------------------------------------------------- 

  omega       0.356106     0.0724577    4.915   8.89e-07  *** 

  alpha       0.476221     0.0761125    6.257   3.93e-010 *** 

  gamma       0.256974     0.0707240    3.633   0.0003    *** 

  beta        0.286913     0.0701166    4.092   4.28e-05  *** 

 

Once again, the variance is saved and plotted using a time series plot.  

 

series ht = model_tgarch["h"] 

gnuplot ht --with-lines --time-series --output=display 

 

 

You can see that some special syntax has to be used to get the values of the predicted variances 

out of “the bundle.”  When you initiated the setup of the gig function, you specified a name 

model_tgarch which is given to a bundle.  A bundle in Gretl is merely a container that allows 

you to pass data around for use with different functions.  It contains inputs necessary for your 

function to run, and it makes a convenient place to store interim results and final results from the 

computations.  The variances are one of the item saved in in the bundle that you named 

model_tgarch and it contains a matrix called h containing the computed variances; it can be 

retrieved by identifying the name of the bundle that holds it and referring to it by its ‘key,” which 

in this case is h.  To get an item out of a bundle, use the name of the bundle followed by the 

bracketed key (e.g. model_tgarch["h"]).   

 

The Threshold GARCH result is: 

 

Model: GJR(1,1) [Glosten et al.] (Normal)* 

Dependent variable: r 
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Sample: 1-500 (T = 500), VCV method: Robust 

 

    Conditional mean equation 

 

             coefficient   std. error     z      p-value  

  ------------------------------------------------------- 

  const       0.995450     0.0423453    23.51   3.38e-122 *** 

 

    Conditional variance equation 

 

             coefficient   std. error     z      p-value  

  ------------------------------------------------------- 

  omega       0.356106     0.0724577    4.915   8.89e-07  *** 

  alpha       0.476221     0.0761125    6.257   3.93e-010 *** 

  gamma       0.256974     0.0707240    3.633   0.0003    *** 

  beta        0.286913     0.0701166    4.092   4.28e-05  *** 

 

and the plotted predicted error variances are:  

 

 

GARCH-in-mean 

A final variation of the ARCH model is called GARCH-in-mean (MGARCH). In this model, 

the variance, ht, is added to the regression function. 

 



0t t ty h e    

 

If its parameter, , is positive then higher variances will cause the average return E(y) to increase. 

This seems reasonable: more risk, higher average reward! To add a GARCH-in-mean to the BYD 

example, requires yet another method. Gretl does not yet have a method for estimating 

MGARCH, but it is fairly easy to do using its powerful maximum likelihood routine. 

The parameters of this model can be estimated using Gretl, though the recursive nature of the 

likelihood function makes it a bit more difficult.  In the script below you will notice that we've 

defined a function to compute the log-likelihood. The function is called gim_filter and it 

contains eight arguments. The first argument is the time-series, y. Then, each of the parameters is 

listed: , , , , ,       as scalars. The final argument is a placeholder for the variance, h, that is 

computed within the function. 

Once the function is named and its arguments defined, you need to initiate series for the 

variances and the errors; these have been called lh and le, respectively. The log-likelihood 

function is computed using a loop that runs from the second observation through the last. The 

length of the series can be obtained using the saved result $nobs, which is assigned to the variable 

T. 

 

Gretl's loop syntax is very straightforward, though as we have shown previously, there are 

several variations.  In this example the loop is controlled using the special index variable, i. In 

this case you specify starting and ending values for i, which is incremented by one each time 

round the loop. In the MGARCH example the loop syntax looks like this: 

 

loop for i=2..T --quiet 

    [Things to compute] 

end loop 

 

 

The first line start the loop using an index variable named i. The first value of i is set to 2. 

The index i will increment by 1 until it reaches T, which has already been defined as being equal 

to $nobs.  The end loop statement tells Gretl the point at which to return to the top of the loop and 

advance the increment i.  The --quiet option just reduces the amount of output that is written to 

the screen. 

Within the loop itself, you'll want to lag the index and create an indicator variable that will 

take the value of 1 when the news is bad 1 0te   . The next line squares the residual. lh[i] uses 

the loop index to place the variance computation from the iteration into the ith  row of lh. The line 

that begins le[i]= works similarly for the errors of the mean equation. 

The variances are collected in h and the residuals in le, the latter of which is returned when 

the function is called. The function is closed using end function. 

If this looks too complicated, you can simply highlight the code with your cursor, copy it 

using Ctrl-C, and paste it into a Gretl script file (or use the scripts provided with my gretl book). 

Once the function is defined, you need to initialize each parameter. The series that will 

eventually hold the variances also must be initialized. The latter is done using series h = NA, 

which creates the series h and fills it with missing values (NA).  The missing values for 

observations 2 through T are replaced as the function loops. 

Next, the built-in mle command is issued and the normal density kernel.  Then, use the 

predefined e=gim_filter( ) function, putting the variable r in for the time-series, the initialized 

parameters, and &h as a pointer to the variances that will be computed within the function.  Issue 
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the params statement to identify the parameters and have them print to the screen.  Close the loop 

and run the script. 

 

#  The function  

function gim_filter(series y, \ 

        scalar mu, scalar theta, scalar delta, scalar alpha, \ 

        scalar gam, scalar beta, series *h) 

 

    series lh = var(y) 

    series le = y - mu 

    scalar T = $nobs 

    loop for i=2..T --quiet 

        scalar ilag = $i - 1 

        scalar d = (le[ilag]<0) 

        scalar e2lag = le[ilag]^2 

        lh[i] = delta + alpha*e2lag + gam*e2lag*d + beta*lh[ilag] 

        le[i] = le[i] - theta*lh[i] 

    end loop 

 

    series h = lh 

    return series le 

 

end function 

 

Once you have compiled the function, it can be used as done below: 

 

open byd  

 

scalar mu = 0.8 

scalar gam = .1 

scalar alpha = 0.4 

scalar beta = 0 

scalar delta = .5 

scalar theta = 0.1 

 

series h = NA 

 

mle ll = -0.5*(log(2*pi) + log(h) + (e^2)/h) 

   e = gim_filter(r, mu, theta, delta, alpha, gam, beta, &h) 

   params mu theta delta alpha gam beta 

end mle --robust 

 

The results appear below.  

 

Using numerical derivatives 

Tolerance = 1.81899e-012 

 

Function evaluations: 95 



Evaluations of gradient: 22 

 

Model 1: ML, using observations 1-500 

ll = -0.5*(log(2*pi) + log(h) + (e^2)/h) 

QML standard errors 

 

             estimate   std. error     z       p-value  

  ----------------------------------------------------- 

  mu         0.814458   0.0677112    12.03    2.52e-033 *** 

  theta      0.200802   0.0609799     3.293   0.0010    *** 

  delta      0.370787   0.0658221     5.633   1.77e-08  *** 

  alpha      0.296679   0.0734496     4.039   5.36e-05  *** 

  gam        0.313666   0.128117      2.448   0.0144    ** 

  beta       0.279006   0.0544013     5.129   2.92e-07  *** 

 

Log-likelihood      -724.4610   Akaike criterion     1460.922 

Schwarz criterion    1486.210   Hannan-Quinn         1470.845 

 

This is a difficult likelihood to maximize and Gretl may take some time to compute the estimates.  

Still, it is quite remarkable that we get so close using a free piece of software and the numerical 

derivatives that it computes for us. 

 

You can see that the coefficient on the GARCH-in-mean term ˆ .2008,  is positive and 

statistically significant at the 5% level in this instance.  

 

hansl 

open returns 

scatters nasdaq allords ftse nikkei --output=display 

freq nasdaq --show-plot --normal 

 

open byd 

 

ols r const 

series ehat=$uhat 

series ehat2 = ehat * ehat 

ols ehat2(0 to -1) const 

 

scalar trsq = $trsq 

pvalue X 1 trsq    

 

ols r const 

modtest --arch 1 

 

garch 0 1 ; r const 

series htarch = $h 

gnuplot htarch --with-lines --time-series --output=display 
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garch 1 1 ; r const 

series htgarch = $h 

gnuplot htgarch --with-lines --time-series --output=display 

 

open byd 

list X = const 

model_tgarch=gig_setup(r,3,X) 

gig_estimate(&model_tgarch) 

series ht = model_tgarch["h"] 

gnuplot ht --with-lines --time-series --output=display 

 

 

function gim_filter(series y, \ 

        scalar mu, scalar theta, scalar delta, scalar alpha, \ 

        scalar gam, scalar beta, series *h) 

 

    series lh = var(y) 

    series le = y - mu 

    scalar T = $nobs 

    loop for i=2..T --quiet 

        scalar ilag = $i - 1 

        scalar d = (le[ilag]<0) 

        scalar e2lag = le[ilag]^2 

        lh[i] = delta + alpha*e2lag + gam*e2lag*d + beta*lh[ilag] 

        le[i] = le[i] - theta*lh[i] 

    end loop 

 

    series h = lh 

    return series le 

 

end function 

 

open byd 

 

scalar mu = 0.8 

scalar gam = .1 

scalar alpha = 0.4 

scalar beta = 0 

scalar delta = .5 

scalar theta = 0.1 

 

series h = NA 

 

mle ll = -0.5*(log(2*pi) + log(h) + (e^2)/h) 

   e = gim_filter(r, mu, theta, delta, alpha, gam, beta, &h) 

   params mu theta delta alpha gam beta 

end mle --robust 


